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1. INTRODUCTION 
 
In December 2005, the author of this paper coordinated a two-day videoconference event, 
called the AI Days, which was hosted at the University of Zurich. Participating institutes from 
all over the world contributed to these events by presenting their work in the field of Artificial 
Intelligence (AI), giving an overview of state-of-the-art research, applications, and education. 
The AI Days were streamed live and are now available as on-demand streams from the project 
website1. As the AI Days largely built upon a previous project, the AI Lectures from Tokyo: 
An Experiment in Global Teaching (or Tokyo Lectures for short), the first chapter of this field 
report gives an overview of these lectures. In the next two chapters, organizational and 
technical aspects of the AI Days are described, relating them to the Tokyo Lectures, where 
appropriate. In addition, recommendations are given for implementing a similar event. The 
last chapter summarizes the experiences made in the portrayed projects. 
 
1.1 The AI Lectures from Tokyo 
Even though videoconference technology and knowledge had been around for some years at 
the University of Zurich, conferences were limited most of the time to live transmissions from 
one lecture hall to another within the university, or within universities in Switzerland only. In 
December 2002, however, Prof. Rolf Pfeifer (director, Artificial Intelligence Laboratory, 
Department of Informatics, University of Zurich) had to deliver his traditional “Christmas 
lecture” even though he was in Japan, visiting the University of Tokyo at that time. Thus 
emerged the idea of a VC between Tokyo and Zurich, which turned out to be a huge success: 
The event was attended by more than a thousand students in the lecture halls (the Christmas 
lecture was not streamed). 
 
Because this videoconferencing lecture had been highly appreciated and Prof. Pfeifer planned 
to be on sabbatical leave at the University of Tokyo in the Winter semester 2003, it was 
decided to use the knowledge gained in the Christmas lecture for a new project and to 
implement not a single lecture, but an entire lecture series. Furthermore, the project was 
intended to deliver a platform for building a global AI community and to foster intercultural 
communication. Therefore, five partner institutes were selected for active participation in 
addition to the Universities of Zurich and Tokyo: Ludwig Maximilian University/Technical 
University Munich (Germany), Polish-Japanese Institute of Information Technology 
(Warsaw, Poland), Technical University Lodz (Poland), King Abdul Aziz Women’s 
University (Jeddah, Saudi Arabia), and Peking University (Beijing, China). 
 
Furthermore, we wanted to reach as broad an audience as possible. Not only students at the 
respective sites, but also interested viewers from all over the world should have the 
opportunity to follow the lectures. Since the lectures would be an example of “edutainment” 
and the topics that were to be presented during the classes – different kinds of robots, videos 



of artificial creatures, etc. – are appealing to many people, we decided to make all lectures 
available for free to the general public in the form of live-streamed videos. Video-on-demand 
versions are still available from the project website2. 
 
In their final form, the Tokyo Lectures consisted of 10 lectures from 4 November, 2003 until 
27 January, 2004. The first 8 lectures were divided into two parts. During the first hour, the 
actual “lecture content” was delivered by Prof. Pfeifer at the University of Tokyo and 
discussed with participants from the other sites. The second part was a segment called “The 
Latest From…”, where scientists from different partner sites presented their current research 
in order to give an idea of how the theories discussed in the first part were applied in actual 
projects. The concluding two lectures consisted exclusively of discussions with experts and 
presentations by scientists, there was no “lecture content”. The lectures were held from 
17:15–19:15 Tokyo time, such that students in Zurich could attend during their regular 
schedule (from 9:15 CET, also in Munich, Warsaw, and Lodz). For the partner institutes in 
Jeddah and Beijing, the lectures began at 11:15 and 16:15, respectively. 
 
The Tokyo Lectures, apart from being a test bed for educational and technological concepts, 
were quite a success among the participating students3, researchers, and institutes, and many 
asked for a follow-up event. First we wanted to organize a seminar with the already existing 
partner sites, because this would have augmented the level of interactivity, but this idea was 
eventually abandoned in favor of a more flexible and open form. 
 
2. ORGANIZATION 
 
Instead of organizing just another interactive lecture series via videoconference, we tried to 
develop a new concept which was to complement the regular lectures, not replace them. We 
also wanted to increase the number of participants and make the conference a truly global 
experience by including institutes from the American continent as well. This required us to 
take into consideration the time differences between Zurich and the potential participants, 
even more so than with the Tokyo Lectures. 
 
2.1 Structure and content 
Eventually, the idea emerged of hosting two full-day events, on the same week-day in two 
consecutive weeks. This concept had several advantages: It was easier to set-up and maintain 
the necessary technical installations in the lecture halls for a short period of time rather than 
having to care about them during an entire semester. Full-day events – the AI Days would last 
from 9:00–18:00, CET – allowed partner sites from around the globe to find a suitable time 
slot for participation; so not all sites would be online simultaneously, but connect and 
disconnect according to their local time, i.e. institutes in Japan would connect during the first 
hours of an AI Day (late afternoon in Japan), American partners in the final hours (early 
morning in the US). Each AI Day was partitioned into 10–12 time slots of approximately 45 
minutes, which could be structured, for example, as follows: 
· short introduction by the moderator, making sure the sound and video settings were 
correct [1–2 minutes] 
· presentation, live (preferred) or pre-recorded [20–25 minutes] 
· discussion and Q&A session with the other sites [5–10 minutes] 
· coffee break, can be used to connect/disconnect from the videoconference [5–10 
minutes] 
Depending on the number of participants, more or less time could be allocated if necessary. 
 



Regarding the content, the AI Days served the purpose of a showcase for universities and 
institutes around the globe, where they could demonstrate their current research, development, 
and teaching activities in the field of Artificial Intelligence (the more diverse the contributions 
from the participating institutes, the more appealing the AI Days would be to an international 
audience consisting not only of “experts”, but also of interested laypeople). The actual 
“creation of content” could therefore be outsourced to the presenters; the participating sites 
were free to fill their time slot with whatever they deemed appropriate, so there were no rules 
to follow. 
 
The Tokyo Lectures, in contrast, were mostly predefined by the content of the regular lecture 
series held at the University of Zurich, which is based on the book “Understanding 
Intelligence” (Pfeifer & Scheier 1999). A detailed script had been worked out beforehand, 
with directions on when to show videos, what questions to ask to which site, etc. Small 
changes in the structure of the lecture made it necessary to slightly adapt this script, for 
example as a result of discussions with other sites, but the latest version was always available 
to the staff at each site before the respective lecture began, so it was more or less clear what to 
expect. 
 
2.2 Location, date, and stage engineering 
Once the form was decided, the next task was to fix the date and find a suitable lecture hall in 
Zurich where the conference could be held and where all necessary technical equipment could 
be installed. This lecture hall also had to be available for two full days in the middle of the 
semester (three days, actually, since we planned to conduct a test conference two weeks 
before the first AI Day). We decided to schedule the AI Days in mid-December, to stay true to 
the origin of our videoconference projects, the 2002 Christmas lecture. Great help from staff 
at the technics and room allocation services made it possible to get the same lecture hall that 
we had for the Tokyo Lectures, which made the set-up much more easy since the “peculiar 
characteristics” of that location were already known. These peculiarities include seemingly 
minor aspects, which in fact are key to a successful videoconference, as we could confirm in 
the Tokyo Lectures. Careful attention must be given to 
· clothing: the speaker should not wear striped clothes because they could cause moiré 
patterns in the video image; single-color clothes which provide a clear contrast to the 
background are suited best. 
 lighting conditions: the light must not be too bright; shadows in the speaker's back 
should be avoided. 
· number and position(s) of cameras: depending on what will be shown, several cameras 
may be necessary (e.g. one camera for the speaker, another one for an demonstration of a 
robot, a third one for a wide-angle shot of the audience). 
· audio: human perception is much more susceptible to acoustic issues in a 
videoconference than to deteriorating image quality. Extensive testing of the audio set-up is 
therefore indispensable; echo-canceling microphones are highly recommended in order to 
avoid disturbing feedback through the videoconference system. 
 
Another important aspect of stage engineering is the availability of personnel for handling the 
camera(s) and microphone(s), operating the videoconference and streaming equipment, 
communicating with the other sites (see 3.3), adjusting light and audio levels in the lecture 
hall, and last but not least acting as moderator during the conference. It is advisable to recruit 
enough staff members for these tasks, as the “cognitive load” can become quite high if one 
person has to do many things at once; for example, the author of this paper, who also had to 
do some of the moderation in the lecture hall in Zurich, was chatting with up to 8 contacts 



from other sites and with local staff in parallel, so he often could not follow the presentations. 
 
3. TECHNOLOGY 
 
The AI Days consisted on the technical side of four separate networks, each of which was 
used for a different type of connection: The videoconference itself, screen sharing, 
background communication, and streaming media (as depicted in Fig. 1). The following 
sections describe these four networks in more detail. In contrast to the Tokyo Lectures, the 
website played a minor part in this project and is therefore mentioned here only for the sake 
of completeness. 
 

 
Figure 1: The connection set-up of the AI Days (slightly simplified) 
 
3.1 Videoconference 
A videoconference is a bidirectional synchronized (audio-)visual connection between a 
number of participants in order to more or less accurately simulate a person-to-person 
conference. In its most simple form, a videoconference links two sites in a point-to-point 
connection (see Fig. 2). To send information, cameras and microphones are attached to a 
Codec (coder/decoder), which in almost all cases compresses the audio-visual signals and 
transmits them according to common protocols; the most widely-used of which is currently 
the H.323 standard (a collection of several protocols covering audio, video, and 
connection/transmission over IP networks and ISDN phone lines). On the receiving side, the 
Codec outputs the transmitted information to loudspeakers and video screens. 
 



 
Figure 2: Point-to-point videoconference 
 
If the number of participants exceeds two, as was the case in the AI Days, a Multipoint 
Control Unit (MCU) is needed for managing the connections and setting the screen layout 
(i.e. for determining how many concurrent users are displayed and how the screen is split 
among them). We used the MCU at SWITCH4, the Swiss Education and Research Network in 
Zurich, as they have been offering and continuously extending their “e-Conf Services”, a 
bundle of tools for virtual collaboration, even since before the Tokyo Lectures. 
 
H.323 requires a guaranteed (i.e. constantly available) bandwidth of 768 kbit/s for good audio 
and video quality, although it is possible to connect with 384 kbit/s. When setting up a 
videoconference system, additional network traffic should be taken into account when 
deciding what type of broadband connections to use. We also strongly recommend to use 
hardware-based videoconference systems; neither in the Tokyo Lectures nor in the AI Days 
did we have satisfactory audio/video quality or stable connections with software solutions. 
For a more in-depth overview of videoconferences and related technologies, please refer to 
the “Video Conferencing Cookbook”5. 
 
3.2 Application sharing 
In presentations, most speakers nowadays show slides on a computer screen. In the 
videoconference channel, however, only the speaker’s head, recorded videos or live 
presentations of experiments are transmitted, so a second network was required for the 
distribution of static images to remote sites (screen or application sharing). While we used 
“SMARTtech BridgIt”6 (only available on the Windows platform) for this purpose in the 
Tokyo Lectures, by the time the AI Days took place, SWITCH had added “Macromedia 
Breeze”7 to their “e-Conf Services”. This software allows for much more than we needed, 
such as remotely controlling another computer, but it is very easy to set up because it is 
running within a web browser (Flash plug-in required) and supports Windows, Mac OS, and 
Linux. PowerPoint presentations and other files can be uploaded for shared access, even a 
simple software-based videoconference application is built in. 
 
To make presentations more interactive, some speakers may want to use special devices 
(digitizers, e.g. Smartboards) for adding hand-written annotations to the screen; note that 
depending on the application sharing solution, these annotations may or may not be 
transmitted to the connected viewers. 
 
3.3 Instant messaging 
In order to enable a smooth operation among the participants, constant “background” 
communication between staff members at the different sites was necessary. Phone calls were 
an option, of course, but they would have been too expensive because of the large distances 
between the sites, and since the staff usually were in the same room as the respective 



presenters, answering a phone call would have been disturbing. The background 
communication channel had therefore to be inexpensive and unobtrusive; text chat, also 
known as instant messaging, was the ideal solution for this task. There are several free 
systems available, such as MSN, Yahoo!, or AOL; we chose to stick with AOL Instant 
Messenger, which we already used without any problems for the Tokyo Lectures. So at every 
site, at least one staff member was required to connect to the instant messaging. 
 
In principle, all viewers could participate by joining the text chat; however, for reasons of 
simplicity we decided against opening the chat room to the public. Nevertheless, the 
possibility of giving remote viewers an opportunity to give live feedback should be 
considered in such a project. 
 
3.4 Streaming media 
Since the AI Days were a showcase for the participating institutes, we used streaming media 
to make the presentations available to as many people as possible – as a live stream during the 
actual presentations, and afterwards in the form of archived on-demand streams, which are 
still available from the project website. 
 
When evaluating streaming media tools for the Tokyo Lectures, we found the perfect solution 
literally next door: the Swiss Federal Institute of Technology (ETH) in Zurich had developed 
PLAY8, a “browser-based rich media production environment”, which could do almost 
exactly what we needed: make both video and slides available as streaming media. Within a 
cooperative agreement between ETH, the University of Zurich, and Solutionpark.ch, an ETH 
spin-off company which offers commercial streaming services using PLAY, a free license of 
PLAY was donated to the university’s e-learning service center. For the AI Days, it was 
therefore already clear what system to use. 
 
PLAY supports streaming video in all major formats (QuickTime, Real Video, and Windows 
Media) and for different bandwidths. In order to keep it simple, we chose to use QuickTime 
MPEG-4, optimized for a bandwidth of 200 kbit/s as the only format. MPEG-4 is an industry 
standard, playable on all major computer platforms, and 200 kbit/s seemed to be a good 
compromise between video quality and the bandwidth required to watch the presentations; the 
transmission of static images (the slides) increases the bandwidth requirements only 
momentarily by small amounts. 
 
In order to ensure a fast and reliable distribution of the streaming content over the internet, 
Solutionpark.ch connects to the Akamai network of dedicated servers, which we employed 
already in the Tokyo Lectures. For these, bandwidth capacity for 50 concurrent users was 
purchased by the university of Zurich, and an additional 50 users were sponsored by 
Solutionpark.ch, so a total of 100 concurrent viewers could follow the lectures live without 
bandwidth problems “on our side”. For the AI Days, we assumed 30 concurred users; other 
than in the lectures, there were no “time-critical” presentations, so the incentive of following 
the AI Days live was considered to be smaller (however, at the same time the more global 
approach increased the possibility of a higher number of viewers around the world). 
 
The following software was used for the streaming media content: 
· PLAY, which is in fact a collection of tools (e.g. “VGA Moderator”) 
· QuickTime Broadcaster 
· QuickTime Streaming Server 
· Macromedia Breeze 



· presentation software at the respective sites (PowerPoint, Acrobat, Keynote, etc.) 
 
The requirements on the hardware side were: 
· one laptop with VGA output, running the application sharing software 
· two Macintosh computers with FireWire input for encoding 
· one scan converter 
· two analog-to-digital video converters 
· video/audio connection to the videoconference system 
· streaming server(s) for distribution over the internet (e.g. Akamai servers) 
 
PLAY had to combine two “tracks” into one synchronized stream. The first track was the 
video signal, coming from the Codec. Using the scan converter and an analog-to-digital 
converter, this signal was fed into one Macintosh computer running QuickTime Broadcaster, 
where it was transcoded into an MPEG-4 stream and at the same time recorded to disk for 
later use (video-on-demand). From there, the video stream was sent to the PLAY system in 
order to be combined with the slides. 
 
The second track consisted of the slides, i.e. the screenshots from the application sharing 
computer. Since the same laptop could not be used for showing the application sharing to the 
local audience and taking screenshots, the second analog-to-digital video converter was 
attached to the VGA connector of the application sharing laptop in order to feed its output 
into the second Macintosh computer. There, using the “PLAY VGA Moderator”, screenshots 
were taken and sent to the PLAY system for synchronization with the video stream. PLAY 
basically adds a special timecode track to the QuickTime reference movie file, in which the 
time and name of the slides/screenshots (JPEG files in our case) are listed, so that the 
appropriate files are shown when playing the MPEG-4 track. 
 

 
Figure 3: The PLAY window, as seen in a web browser 
The combined video and slide stream was then broadcast over the internet through the 
Akamai server network. The complex technology behind the live stream was completely 
hidden from an end user: Simply by opening the link on the project website, an HTML-based 
player window (Fig. 3) opened and displayed the video in one frame and the slides in another 



one. This window could be configured by the PLAY administrator to display additional 
textual information, such as the event title and date, and a “title bar logo”. 
 
Our way of creating slides from the application sharing made it impossible to show anything 
else than static images in the second track due to the time it costs to take a screenshot and 
send it to the PLAY system. Nevertheless, PLAY supports the inclusion of almost any media 
type, so in principle it was possible to stream the slides in Flash format, which had allowed us 
to use animations and even small videos in the slides. However, then we would have had to 
receive all files well beforehand and convert them into Flash movies, barring the possibility of 
last-minute changes and live annotations during the presentations. So with the exception of 
some generic slides (such as “name tags” for the presenters and announcements like 
“Welcome to the AI Days” or “Coffee Break”), all screen presentations were captured and 
streamed live. 
 
Finally, for the on-demand streams, the movie that was recorded with QuickTime Broadcaster 
was copied to the PLAY server and the timecode track for the slides was adjusted, where 
necessary. The only thing left to do was to update the link on the website to point to the new 
reference movie. In the Tokyo Lectures, we added chapter marks to the movies for easy access 
of the “Latest From…” part and had to edit (i.e. mask) some of the content due to copyright 
reasons, but for the AI Days this was not necessary, as every presentation is available as a 
separate movie and no copyrighted material was shown. 
 
4. RESULTS AND DISCUSSION 
 
Feedback on the AI Days has been very positive. From an organizational point of view, there 
is always room for improvements (for example, the time allocated for finding participating 
sites could be extended in order to attract more sites to the videoconference), but in their 
current instance, the AI Days had a good “revenue/expense balance”, so to speak. 
 
On the technical side, there were only two major issues: One site did not have a hardware 
videoconferencing solution available, so they connected with Microsoft NetMeeting software. 
Unfortunately, the MCU could not receive any video image from NetMeeting, so the site 
could only be heard, not seen (the slides worked fine, though, since application sharing used a 
different connection). The other issue lies in the way the slides are synchronized with the 
QuickTime movie, which is not yet compatible with movie players under Linux. The live-
streamed media worked fine, but in the on-demand streamed version the slides are not 
displayed, only the movie. For the Tokyo Lectures, a student offered to record the streamed 
media off the screen on a Windows computer and send us the lectures as DivX movie files, 
which made it possible for Linux users to watch the on-demand lectures, although not in 
streaming format. If users request it, something similar may be done for the AI Days. 
 
The AI Days project happened to fall in a time frame when SWITCH started a partnership 
with Solutionpark.ch to offer PLAY-based streaming services themselves, in order to enhance 
their “e-Conf Services”. The presentations had therefore to be moved from the servers at 
Solutionpark.ch and all references and links adapted. Unfortunately, SWITCH does not yet 
offer a statistics tool for their services, so we do not know how many times the AI Days 
streams have been accessed. 
 
Regarding the content of the presentations, a very broad range of topics had emerged – 
exactly as we hoped. Not giving any restrictions on the content (see 2.1) proved to work very 



well in this case; among the presentations there were frog-like jumping robots from Japan, 
Austrian students showing their award-winning Lego Mindstorms creations, the portrait of a 
women’s university in Saudi Arabia, and artists from Japan and the US presenting their view 
on Artificial Intelligence. 
 
In short, it has been a very satisfying and instructive experience to organize and execute a 
global streaming videoconference like the AI Days, and we hope to realize similar events 
soon. 
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